
 

 
Kenawy M, Bhattacharya A, and M. Herrera. Optimization of Physics-Based Regional Earthquake Simulations 
using Sequential Bayesian Experimental Design. Proceedings of the 13th National Conference in Earthquake 
Engineering, Earthquake Engineering Research Institute, Portland, OR. 2026. 

 
Optimization of Physics-Based Regional Earthquake Simulations using 

Sequential Bayesian Experimental Design 
 
 

M. Kenawy1, A. Bhattacharya2, and M. Herrera3 
 

 
ABSTRACT 

 We propose to guide the design of regional physics-based earthquake simulations using a sequential Bayesian experimental 
design procedure, which optimizes the allocation of computational resources by sequentially identifying the most informative 
simulations to conduct. The sequential design method is driven by quantities of interest relevant for seismic risk assessment, 
such that the selected earthquake simulations directly reduce the uncertainty associated with those quantities. The proposed 
method demonstrates improved performance compared with conventional Monte Carlo sampling, by accelerating convergence 
toward the ground-truth values of ground motion intensity measures at a given near-fault location. The proposed approach may 
reduce the computational costs associated with site-specific regional seismic risk assessment, and improve the quantification 
of uncertainties associated with physics-based fault-rupture simulations. 
 

Introduction 
Empirical ground motion models are conventionally used to describe the variability of earthquake ground 
shaking intensity in regional-scale infrastructure vulnerability and risk assessments [1], [2]. Although 
computationally efficient, empirical models may fail to capture the complex spatial and site-specific variation 
of ground shaking, especially for infrequent events for which little observational data exists. Recent scientific 
and computing advances have created high-fidelity physics-based earthquake simulation capabilities that 
enable a more granular understanding of the vulnerabilities of infrastructure systems to earthquake events, and 
capture the site-specific spatial patterns across large regions [3], [4], [5]. Despite the promising opportunities 
of physics-based regional simulations, their high-dimensional parameter space and burdensome computational 
costs can impede their use as a decision-making tool in seismic risk assessments. Specifically, there are 
currently no systematic methods to guide the design of physics-based earthquake simulations such that the 
available computational resources are allocated toward executing the most informative simulations, and the 
associated uncertainties are rigorously incorporated. As a result, the design of such simulations has thus far 
been informed by ad hoc expert judgement. This knowledge gap is exacerbated by the substantial uncertainties 
associated with fault ruptures due to source, path, and site effects [6]. For example, analysis of a dataset of 
multiple realizations of a single magnitude 7 (M7) Hayward fault rupture scenario in Northern California [4] 
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reveals substantial variability in the ground motion intensity at each location across realizations, especially 
near the fault. This variability, illustrated in Figure 1 for two realizations, is caused by changes in the scenario 
design parameters, such as the hypocenter location, distribution of slip across the fault surface, and presence 
and size of slip asperities (patches). To enable effective use of these and other physics-based fault rupture 
simulations in engineering risk assessments, their design should be driven by: (1) optimal allocation of 
computational resources toward simulations which most inform the quantities of interest, typically engineering 
demand parameters, and (2) appropriate propagation of the ground motion uncertainty to infrastructure risks. 
 
 
 
 
 
 
 
 
 
 

 

In this study, we propose the use of a sequential Bayesian experimental design (BED) method [7] to 
guide the design of physics-based fault rupture simulations and their use in regional seismic risk assessment. 
The proposed procedure optimizes the selection of the fault-rupture simulations to estimate a particular 
quantity of interest (QoI) related to the distributions of the simulation outputs (ground motion intensity or 
engineering demand parameters) at a particular location or across a region. The selection process is sequential, 
thus allowing every new simulation to update our current state of knowledge about the QoI, and improve the 
selection of the next simulation. We start by describing the BED formulation, followed by a proof-of-concept 
implementation in the context of M7 Hayward fault rupture simulations [4]. 
 

Sequential Bayesian Experimental Design Procedure 
Our theoretical framework relies on Bayesian experimental design, which provides an effective tool to 
maximize the knowledge gained through expensive experiments or numerical simulations [8], [9], [10]. By 
leveraging Bayesian inference, information theory, and machine learning (ML) models, BED provides a 
framework for establishing, evaluating, and optimizing design criteria for expensive simulations. An 
information-theoretic BED approach [8] evaluates and maximizes an acquisition function, which measures the 
usefulness or expected information gain (EIG) from candidate simulation designs. Typically, the optimal 
simulation will maximize the averaged change from our current knowledge (prior distribution) to our updated 
knowledge about the QoI after conducting the simulation (posterior distribution). A sequential approach to 
BED (SBED) has received growing interest because of its ability to adaptively use the results from previous 
simulations to inform the design of future simulations. The core computational challenge of SBED is 
evaluating the worth of candidate simulations at each design step, which requires approximating the posterior 
QoI distributions for candidate designs. ML models can address this challenge by using surrogate-model 
approximations to accelerate the evaluation of SBED design criteria. 

The SBED procedure is illustrated in Figure 2. The procedure starts with a small number of initial data 
points (earthquake simulations) with arbitrarily selected designs. This initial dataset is used to train a surrogate 
model that can map the simulation design parameters 𝒙 to the simulation output 𝑦(𝒙) and corresponding QoIs. 
We use a Gaussian Process (GP) regression model to represent the distribution of 𝑦|𝒙, such that 𝑦(𝒙) =
𝑓(𝒙) + 𝜖, the function 𝑓 has a GP prior 𝑓(∙) ∼ 	𝒢𝒫(𝑚(∙), 𝑘(∙, ∙)) with a constant mean 𝑚, and covariance 

Figure 1.    Spatial variability of fault-normal peak ground velocity in two realizations of M7 Hayward 
fault ruptures with different source locations (light blue star) and slip distributions. 



defined by the radial basis function kernel 𝑘, and 𝜖 is random Gaussian noise. Our QoIs are defined as scalar 
functionals of 𝑓 or 𝑦; for example, the mean of the field 𝑓, or the probability of 𝑓 exceeding a certain threshold. 
Our prior state of knowledge of the QoI is represented by a Gaussian distribution with a mean 𝜇! and standard 
deviation 𝜎!, which can be estimated with random samples of the GP model output for any general QoI. To 
evaluate the information gain from a future candidate simulation design 𝒙4, we draw a hypothetical observation 
𝑦5(𝒙4) from the GP model, and evaluate how the QoI changes after the new observation. We perform a rank-
one update to condition the GP model on observing 𝑦5(𝒙4), and use random draws from the updated model to 
evaluate the posterior mean 𝜇" and standard deviation 𝜎" of the Gaussian distribution of the QoI. The change 
in our state of knowledge of the QoI caused by a hypothetical observation 𝑦5(𝒙4) is evaluated using the Kullback-
Leibler divergence [11] between the prior and posterior Gaussian distributions of the QoI: 
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Because the information gain 𝐼#$(𝑥5, 𝑦5) depends on the random model output 𝑦5, we evaluate the expected 
information gain by averaging over random draws of 𝑦5 using Monte Carlo (MC) sampling: 
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where 𝑟 is the number of MC samples. We select the most informative next simulation by evaluating the 
EIG from the available candidates, and selecting the candidate design which maximizes the expected 
information gain. We perform this procedure for a designated number of sequential design steps. After 
each selected design, we perform the selected physics-based simulation and augment the dataset with the 
corresponding observation, then we repeat the process to select the next most informative simulation. 

 
Example Study: Design of Hayward Fault Rupture Realizations 

We test the ability of the SBED procedure to maximize the information gain from fault-rupture simulations, 
such that the number of simulation realizations needed to represent a QoI is minimized. We use a database of 
fifty realizations of a M7 Hayward fault rupture [4] as a proxy for the true values of the QoIs. The database 
includes different variations of the hypocenter location along the fault, the distribution of slip, and the size of 
slip patches. We consider only the hypocenter location and the mean fault slip as the scenario design 
parameters, and the observed output is the peak ground velocity (PGV). The initial dataset consists of only six 
realizations, and we perform the SBED procedure for eight sequential design steps. We guide the SBED steps 
by the EIG in the following QoIs: the mean of the PGV, the probability of exceeding a PGV of 0.7 m/s and 
1.0 m/s, and the 90th percentile PGV at a near-fault location across all realizations. We focus on the PGV of 
the fault-normal (FN) component, because it is typically observed to have larger variability due to rupture 
directivity effects [6], [12], [13]. 

Our analysis suggests that the distributions of QoIs estimated based on SBED generally tend to converge 
to their ground-truth values faster than the QoI distributions estimated based on random sampling of the 
scenario designs. Figure 3 displays the evolution of the four QoIs at a location that is 3 km away from the fault, 

Figure 2.    Surrogate-based sequential Bayesian experimental design procedure. 



plotted against the number of SBED design steps. The ground-truth QoI from all fifty simulations is shown as 
a reference, and the evolution of the QoI based on the proposed approach is compared against its evolution 
based on the same number of MC samples of scenario designs. At each design step, both the QoI mean and 
mean ±2𝜎 are shown, where 𝜎 is the standard deviation of the QoI distribution. The SBED procedure and MC 
sampling have a similar performance in estimating the mean PGV, and the relatively high probability of PGV 
exceeding 0.7 m/s, which is near 50% (Figure 3a and 3b). On the other hand, SBED exhibits superior 
performance to MC sampling for QoIs related to the distribution tails of the simulation output: the relatively 
low probability of PGV exceeding 1.0 m/s and the 90th percentile PGV, as shown in Figure 3c and 3d. 
Specifically, using only 14 realizations (6 initial and 8 sequentially selected by SBED) leads to estimating the 
90th percentile PGV with a standardized error (z-score) of 0.14, whereas the standardized error associated with 
MC sampling is -1.43. Similarly, the SBED-estimated probability of PGV exceeding 1.0 m/s has a standardized 
error = -0.31, whereas the MC sampling estimate is associated with a standardized error = -1.65. Because 
estimating lower probabilities of exceedance is crucial for performance-based earthquake engineering, the 
SBED method may lead to substantial performance gains over conventional MC sampling. 

 
Conclusions 

A sequential Bayesian experimental design method was proposed for guiding the design of regional physics-
based fault rupture simulations, such that computational resources are allocated toward the most informative 
simulations. Preliminary analysis of the evolution of ground motion intensity distributions at a single spatial 
location estimated with a small number of SBED steps demonstrates promising performance, and smaller 
errors compared with the same number of Monte Carlo samples. These results are, however, sensitive to the 
parameters of the SBED method (e.g., scenario design parameters and initial dataset). Future work will 
investigate the influence of different model parameters, and assess the ability of SBED to accelerate the 
estimation of ground motion intensity and engineering demand parameters across entire geographical regions. 

Figure 3.    Evolution of the posterior distribution of the following QoIs at a single spatial location across 
different rupture realizations: (a) mean of PGV; (b) probability of PGV exceeding 0.7 m/s; (c) 
probability of PGV exceeding 1.0 m/s; and (d) 90th percentile PGV. 

(a) (b) 
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